PA152: Efektivni vyuzivani DB

9. Ladéni dotazu

Vlastislav Dohnal
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Podékovani

m Zdrojem materialu tohoto predmétu jsou:
Prednasky CS245, CS345, CS345

m Hector Garcia-Molina, Jeffrey D. Ullman, Jennifer
Widom

s Stanford University, California

Database Tuning (slides)
m Dennis Shasha, Philippe Bonnet
= Morgan Kaufmann, 15t edition, 440 pages, 2002
m ISBN-13: 978-1558607538
m http://www.databasetuning.org/
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Priklad statistik PostgreSQL

m Pripojte se k fakultni DB PostgreSQL
Navod viz prvni prednaska
m Ve schematu xdohnal jsou tabulky

predmet, skupina, hotel
m Statistiky jak na relacich, tak i atributech.

Vyznamy jednotlivych poli

m http://www.postaresqgl.org/docs/9.2/interactive/view-pg-stats.html
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Priklad statistik PostgreSQL

m Tabulka hotel

.........................

| Froperties |§5tﬂﬁ5ﬁt5 | Dependencies | Dependents|

Statistic

sequential Scans
sequential Tuples Read
Index Scans

Index Tuples Fetched
Tuples Inserted
Tuples Updated
Tuples Deleted

Tuples HOT Updated
Live Tuples

Dead Tuples

Heap Blocks Read
Heap Blocks Hit

Index Blocks Read
Index Blodks Hit
Toast Blocks Read
Toast Blocks Hit

Toast Index Blocks Read
Toast Index Blocks Hit
Last Yacuum

Last Autovacuum

Last Analyze

Last Autoanalyze
Table Size

Toast Table Size
Indexes Size

Value

4
500
1
500
500

2010-04-15 13:52:03.54614+02
40 kB
none
32kB
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" S
Priklad statistik PostgreSQL
m Atribut hotel.id

| Properties | Statistics |Dependencies | Dependents

Statistic Value
Mull Fraction [}
Average Width 4
Distinct Values -1

Most Commaon Values

Mast Common Frequendes

Histogram Bounds 11,50,100, 150,200, 250,300, 350,400, 450, 500}
Correlation 1

m Atribut hotel.name

| Properties | Statistics |Dependencies | Dependents|

Statistic Value
Mull Fraction 0
Average Width g
Distinct Values -1

Most Common Values

Mast Common Frequendes

Histogram Bounds {street], street143 street189, street233, street? 79, street323, street369, street413, street459, streets 3, street99}
Correlation -0.117997
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Priklad statistik PostgreSQL
m Atribut hotel.state

| Properties | Statistics |Dependencies | Dependents|

Statistic
Mull Fraction
Average Width
Distinct Values
Most Common Values
Most Common Frequencies
Histogram Bounds
Correlation

Value

0
7

50

{state32 state8, state 14,state 36, state42, state 48, states, state 16, state 30, state 47}
{0.038,0.03,0.028,0.028,0.028,0.028,0.028,0.025,0.025,0.026}

{state1,state12,state 18,state 21, state 25, state 29, state 34, state4, state 44, state 5, stated}
-0.00743129

m Atribut hotel.distance to center

| Froperties | Statistics |Dependencies I Dependents|

Statistic
Mull Fraction
Average Width
Distinct Values
Most Common Values
Mast Common Freguendies
Histogram Bounds
Correlation

Value

0
4

10

{6,7,10,3,9,8,2,1,4,5}

{0.108,0. 108,0. 108,0. 108,0. 102,0.098,0.096,0.094,0.092,0.088}

0.102538
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=
Ladéni dotazu

SELECT s.RESTAURANT_NAME, t. TABLE_SEATING, to_char(t.DATE_TIME,'Dy, Mon FMDD') AS THEDATE,
to_char(t.DATE_TIME,'HH:MI PM") AS THETIME,to_char(t.DISCOUNT,'99") || '%"' AS AMOUNTVALUE,t.TABLE_ID,
s.SUPPLIER_ID, t.DATE_TIME, to_number(to_char(t.DATE_TIME,'SSSSS')) AS SORTTIME
FROM TABLES_AVAILABLE t, SUPPLIER_INFO s, p NP h
(SELECT s.SUPPLIER_ID, t.TABLE_SEATING, t. 1 I
FROM TABLES_AVAILABLE t, SUPPLIER_INFO Provedenl Je prl IS pomale t
WHERE t.SUPPLIER_ID = s.SUPPLIER_ID
and (TO_CHAR(t.DATE_TIME, 'MM/DD/YY] ]_) Jak je dotaz vy 1od nocovén?
or TO_NUMBER(TO_CHAR(sysdate, 'SSSS L ]
and t.NUM_OFFERS > 0 and t.DATE_TIM| 2) Jak jej Ize urychlit?
and t. TABLE_SEATING = '2’ and t.DATE_TIvE DetweerT sysudte ana (Sysudie + 77
and to_number(to_char(t.DATE_TIME, 'SSSSS')) between 39600 and 82800
and t.OFFER_TYPE = 'Discount'
GROUP BY s.SUPPLIER_ID, t.TABLE_SEATING, t.DATE_TIME, t.OFFER_TYP) u
WHERE t.SUPPLIER_ID=s.SUPPLIER_ID and u.SUPPLIER_ID=s.SUPPLIER_ID and t.SUPPLIER_ID=u.SUPPLIER_ILC
and t. TABLE_SEATING = u.TABLE_SEATING and t.DATE_TIME = u.DATE_TIME
and t.DISCOUNT = u.AMOUNT and t.OFFER_TYPE = u.OFFER_TYPE
and (TO_CHAR(t.DATE_TIME, 'MM/DD/YYYY") = TO_CHAR(sysdate, 'MM/DD/YYYY")
or TO_NUMBER(TO_CHAR(sysdate, 'SSSSS')) < s.NOTIFICATION_TIME - s.TZ_OFFSET)
and t.NUM_OFFERS > 2 and t.DATE_TIME > SYSDATE and s.CITY = 'SF'
and t. TABLE_SEATING = '2' and t.DATE_TIME between sysdate and (sysdate + 7)
and to_number(to_char(t.DATE_TIME, 'SSSSS')) between 39600 and 82800 and t.OFFER_TYPE = 'Discount’
ORDER BY AMOUNTVALUE DESC, t.TABLE_SEATING ASC, upper(s.RESTAURANT_NAME) ASC,
SORTTIME ASC, t.DATE_TIME ASC

PA152, Vlastislav Dohnal, FI MUNI, 2013 7



" A
Plan dotazu
Vystup prikazu EXPLAIN v Oracle

Execution Plan

SELECT STATEMENT Optimizer=CHOOSE (Cost=165 Card=1 Bytes=106)
0 [SORT (ORDER BY) (Cost=165 Card=1 Bytes=106)
1 NESTED LOOPS (Cost=164 Card=1 Bytes=106) Operétor
2 |NESTED LOOPS|(Cost=155 Card=1 Bytes=83)

3 TABLE ACCESS (FULL) OF 'TABLES_AVAILABLE' (Cost=72 Card=1 Bytes=28)
3 VIEW
5

6

7

7

SORT (GROUP BY) (Cost=83 Card=1 Bytes=34)
NESTED LOOPS (Cost=81 Card=1 Bytes=34)
TABLE ACCESS (FULL) OF 'TABLES_AVAILABLE' (Cost=72 Card=1 Bytes=24)

TABLE ACCESS (FULL) OF 'SUPPLIER_INFO' _

10 2  TABLE ACCESS (FULL) OF 'SUPPLIER_INFQO' (Cost=9 Card=20 Bytes=460)

Pristupova metoda _
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» I
Monitorovani dotazu

m Co Je pomaly dotaz:
Vyzaduje pfiliS mnoho pristupu na disk
m Vysoké costs v planu (explain)
= Napr. dotaz na presnou shodu pouziva table-scan.
Nevhodny plan dotazu
m Vhodné (existujici) indexy nejsou pouzity
m Moznosti, jak objevit

Databaze umoznuji logovani ,dlouhych”
dotazu

PA152, Vlastislav Dohnal, FI MUNI, 2013
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Ladéni dotazu

m Lokalni zména
Prvni pristup ke zrychleni dotazu
Prepsani dotazu ovlivni pouze dany dotaz
m Globalni zména
Vytvoreni indexu
Zmena schéma
Rozdeleni transakci

PA152, Vlastislav Dohnal, FI MUNI, 2013
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Prepisovani dotazu
m Piiklad:

Employee(ssnum, name, manager, dept,
salary, numfriends)
» Shlukovany index na ssnum
Tj. urCuje usporadani souboru

m Neshlukované indexy: (i) name; (ii) dept
Student(ssnum, name, degree_sought, year)

m Shlukovany index na ssnum

m Neshlukovany index na name

Tech(dept, manager, location)
m Shlukovany index na dept

PA152, Vlastislav Dohnal, FI MUNI, 2013
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" J

Prepisovani dotazu

m Techniky
Pouziti indexu
Ruseni nadbytecnych DISTINCT
(Korelovane) poddotazy
DocCasné tabulky
Pouzivani HAVING
Pouzivani pohledu (VIEW)
Ulozené pohledy (materialized views)

PA152, Vlastislav Dohnal, FI MUNI, 2013
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» I
Pouzivani indexu

m Optimalizator dotazu nemusi pouzit index,
pokud jsou pouzivany:
Aritmeticke vyrazy
WHERE salary/12 >= 4000;

Podretéezce

SELECT * FROM employee
WHERE SUBSTR(name, 1, 1) = 'G/;

Porovnavani atributu rznych datovych typu
Viceatributove indexy
Porovnani na NULL

PA152, Vlastislav Dohnal, FI MUNI, 2013 13



" S
Ruseni nadbytecnych DISTINCT

m Dotaz:

Najdi zamestnance pracujici v oddeleni
iInformacni systemy. Ve vysledku nechceme
duplicity.

SELECT DISTINCT ssnum

FROM employee
WHERE dept = ‘information systems’

m DISTINCT neni nutny
ssnum je primarni klic v employee

PA152, Vlastislav Dohnal, FI MUNI, 2013 14



" S
Ruseni nadbytecnych DISTINCT

m Dotaz:

Vypis Cisla ssnum v8ech zaméstnancu
nejakeho technickeho oddéeleni.
Ve vysledku nechceme opakovani.

SELECT DISTINCT ssnum
FROM employee, tech
WHERE employee.dept = tech.dept

m Je DISTINCT nutny?

PA152, Vlastislav Dohnal, FI MUNI, 2013
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" S
Ruseni nadbytecnych DISTINCT

m Dotaz:

SELECT DISTINCT ssnum
FROM employee, tech
WHERE employee.dept = tech.dept

m Je DISTINCT nutny?
ssnum je primarni klic v employee
dept je primarni kliC v tech

— kazdy zamestnanec se spoji s nejvyse
jednim zaznamem z relace tech.

— DISTINCT neni potreba

PA152, Vlastislav Dohnal, FI MUNI, 2013
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" S
Ruseni nadbytecnych DISTINCT

m V/ztah mezi DISTINCT, primarnimi kliCi a
spojenimi lze popsat:
Definice ,privilegovanost”
m Relace T je privilegovana, pokud atributy vracene
prikazem SELECT obsahuiji jeji primarni kliC.
Definice relace ,zaviset na*

= Necht’ R neni privilegovana relace.

m Kdyz R je spojena s relaci S podle rovnosti
primarniho klice R a odpovidajicich atributu(u) z S,
pak R je zavisla na S.

Relace ,zaviset na” je tranzitivni:

m R, zavisi na R, a R, zavisi na R,
pak R, zavisi na R,.

PA152, Vlastislav Dohnal, FI MUNI, 2013 17



" S
Ruseni nadbytecnych DISTINCT

m [vrzeni:

Ve vysledku prikazu SELECT nebudou
duplicity (bez DISTINCT), pokud plati alespon
jedno z:

m Kazda relace ve FROM je privilegovana.

m Kazda neprivilegovana relace zavisi na néjake
privilegovane.

PA152, Vlastislav Dohnal, FI MUNI, 2013 18
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Nadbytecny DISTINCT (1)

m Dotaz:

SELECT DISTINCT ssnum
FROM employee, tech
WHERE employee.manager = tech.manager

m Employee je privilegovana
m Je tech privilegovana?

Ne.
m Zavisi tech na employee?

Ne, protoze atribut manager neni primarnim
klicCem tech.

PA152, Vlastislav Dohnal, FI MUNI, 2013
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Nadbytecny DISTINCT (2)

m Dotaz:

SELECT DISTINCT ssnum, tech.dept
FROM employee, tech
WHERE employee.manager = tech.manager

m Employee je privilegovana

m Je tech privilegovana?
ANoO.

m Vysledky se neopakuji

PA152, Vlastislav Dohnal, FI MUNI, 2013
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Nadbytecny DISTINCT (3)

m Dotaz:

SELECT DISTINCT student.ssnum

FROM student, employee, tech

WHERE student.name = employee.name
AND employee.dept = tech.dept;

m Student je privilegovana

m Employee neni privilegovana a nezavisi
na zadne z ostatnich relaci.

m — DISTINCT je nutny.

PA152, Vlastislav Dohnal, FI MUNI, 2013 21



" S
Prepisovani vnofenych dotazu

m Duvod:

VétSina optimalizatoru dotazu nefunguje
spravne na nekterych vnorenych dotazech

Typy téchto problematickych dotazu
m Nekorelovaneé dotazy bez agregacni funkce
m Korelované dotazy

PA152, Vlastislav Dohnal, FI MUNI, 2013 22



" B
Typy vnorenych dotazu

m Nekorelované dotazy s agregacni funkci
uvnitr
SELECT ssnum FROM employee
WHERE salary >

(SELECT avg(salary) FROM employee)

m Nekorelovaneé dotazy bez agregacni
funkce

SELECT ssnum FROM employee
WHERE dept in (SELECT dept FROM tech)

PA152, Vlastislav Dohnal, FI MUNI, 2013 23
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Typy vnorenych dotazu

m Korelovane s agregacni funkci

SELECT ssnum FROM employee el
WHERE salary =

(SELECT avg(e2.salary)

FROM employee e2, tech
WHERE e2.dept = el.dept

AND e2.dept = tech.dept)
m Korelovane bez agregacni funkce
Neobvyklé (resp. Ize napsat pomoci spojeni)

PA152, Vlastislav Dohnal, FI MUNI, 2013 24
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Prepsani nekorelovanych dotazu bez agregace
1. Relace z obou FROM dej dohromady
2. IN nahrad rovnosti (=)
3. Vybirané atributy se nemeni

SELECT ssnum FROM employee
WHERE dept in (select dept from tech)

! |

SELECT ssnum
FROM employee, tech
WHERE employee.dept = tech.dept

PA152, Vlastislav Dohnal, FI MUNI, 2013 25
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Prepsani nekorelovanych dotazu bez agregace

m Prob
SE

ém s duplicitami:
_ECT avg(salary) FROM employee

WHERE manager in (select manager from tech)

SE

_ECT avg(salary) FROM employee, tech

WHERE employee.manager = tech.manager

m Druhy dotaz muze vracet zamestnance
vicekrat

Pokud stejny manazer vede vice oddeleni.
m Re3enim je pomocna tabulka
Kde pomoci DISTINCT eliminujeme duplicity.

PA152, Vlastislav Dohnal, FI MUNI, 2013 26



" I
Prepsani korelovanych dotazu

m Dotaz:

Najdi zamestnance technickych oddéeleni,
ktefi vydélavaji prumérnou mzdu svého
oddeleni.

SELECT ssnum
FROM employee el
WHERE salary = (SELECT avg(e2.salary)
FROM employee e2, tech
WHERE e2.dept = tech.dept
AND e2.dept = el.dept);

PA152, Vlastislav Dohnal, FI MUNI, 2013 27
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Prepsani korelovanych dotazu

INSERT INTO temp
SELECT avg(salary) as avsalary, employee.dept
FROM tech, employee
WHERE tech.dept = employee.dept
GROUP BY tech.dept;

SELECT ssnum
FROM employee, temp
WHERE salary = avsalary
AND employee.dept = temp.dept

PA152, Vlastislav Dohnal, FI MUNI, 2013
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Prepsani korelovanych dotazu

m Dotaz:

Najdi zamestnance technickych oddéeleni,
ktefi maji stejné kamaradu jako pracovniku ve
svém oddeleni.

SELECT ssnum
FROM employee el
WHERE numfriends = COUNT(
SELECT e2.ssnum
FROM employee e2, tech
WHERE e2.dept = tech.dept
AND e2.dept = el.dept);

PA152, Vlastislav Dohnal, FI MUNI, 2013 29
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Prepsani korelovanych dotazu

INSERT INTO temp
SELECT COUNT(ssnum) as nhumworkers,
employee.dept
FROM tech, employee
WHERE tech.dept = employee.dept
GROUP BY tech.dept;

SELECT ssnum
FROM employee, temp
WHERE numfriends = numworkers
AND employee.dept = temp.dept;

Vznikl zde problém v COUNT?

PA152, Vlastislav Dohnal, FI MUNI, 2013
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Problem v COUNT?

m Priklad:

Helena nepracuje v technickém oddeleni.
V puvodnim dotazu by se jeji pratelé
porovnavali s COUNT(J)=0.
m V pfipadé, Ze Helena nema pratele, zustane ve
vyberu.
V prepsanem dotazu by se zaznam Heleny ve
vysledku neobijevil.

s Pomocna tabulka bude obsahovat pouze pocty pro
technicka oddéeleni.

m Toto je omezeni pri prepisovani
korelovanych dotazu s COUNT.

PA152, Vlastislav Dohnal, FI MUNI, 2013 31
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Prepisovani dotazu

m Techniky
Pouziti indexu
Ruseni nadbytecnych DISTINCT
(Korelované) poddotazy
Docasneé tabulky
Pouzivani HAVING
Pouzivani pohledu (VIEW)
Ulozené pohledy (materialized views)

PA152, Vlastislav Dohnal, FI MUNI, 2013
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Pouzivani pomocnych tabulek

m Dotaz:

Pro zaméstnance oddéleni informacnich systému,
ktefi maji plat > 40000, vypis jejich Cislo ssnum a
umisteni.
INSERT INTO temp

SELECT *

FROM employee

WHERE salary >= 40000

SELECT ssnum, location
FROM temp
WHERE temp.dept = ‘information systems’

m [oto reseni nebude optimalni
Nelze vyuzit index na dept v employee
Optimalizator dotazu takovy index na temp nema.
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Pouzivani HAVING

m Duvod zavedeni

Zkraceni dotazu, které filtruji podle vysledku
agregacnich funkci

Ve WHERE nelze pouzit agregacni funkci
V klauzuli HAVING ano

m Priklad

SELECT avg(salary), dept
FROM employee

GROUP BY dept

HAVING avg(salary) > 10 000;

PA152, Vlastislav Dohnal, FI MUNI, 2013
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Pouzivani HAVING
m Jiny priklad

SELECT avg(salary), dept
FROM employee

GROUP BY dept

HAVING count(ssnum) > 100;

PA152, Vlastislav Dohnal, FI MUNI, 2013
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Pouzivani HAVING

m Nepouzivat HAVING

Pokud Ize zapsat ve WHERE.

SELECT avg(salary) as avgsalary, dept
FROM employee
GROUP BY dept

HAVING dept = ‘information systems’;

L> SELECT avg(salary) as avgsalary, dept

FROM employee

WHERE dept= ‘information systems’
GROUP BY dept;

PA152, Vlastislav Dohnal, FI MUNI, 2013 36
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Pouzivani pohledu

CREATE VIEW techlocation AS
SELECT ssnum, tech.dept, location
FROM employee, tech
WHERE employee.dept = tech.dept;

SELECT location
FROM techlocation
WHERE ssnum = 43253265;

m Optimalizator dotazu provede
nahrazeni pohledu jeho definici

PA152, Vlastislav Dohnal, FI MUNI, 2013
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Pouzivani pohledu
m VVysledkem dostaneme:

SELECT location

FROM employee, tech

WHERE employee.dept = tech.dept
AND ssnum = 43253265;

PA152, Vlastislav Dohnal, FI MUNI, 2013
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Pouzivani pohledu

m Priklad v PostgreSQL.:

CREATE VIEW hotels_In_city AS
SELECT city, COUNT(*) AS count
FROM hotel

GROUP BY city,

m Pouziti pohledu

SELECT * FROM hotels_In_city
WHERE count > 8;

PA152, Vlastislav Dohnal, FI MUNI, 2013
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Pouzivani pohledu

m Prikaz EXPLAIN
EXPLAIN SELECT * FROM hotels_In_city;

EXPLAIN SELECT * FROM hotels_In_city

WHERE count > 8;
= Porovnejte s
EXPLAIN SELECT city, COUNT(*)

FROM hotel GROUP BY city
HAVING COUNT(*) > 8:

PA152, Vlastislav Dohnal, FI MUNI, 2013
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Prepisovani dotazu: vykonnostni vliv

>10 000

80

70 1 msQLServer 2000
60 | @mOracle 8i
59 | @DB2V7.1

40

30

20

Throughput ratio (%)

10

O i

-10

100k zaméstnancdl, 100k studentt, 10 tech. oddéleni
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Optimalizace agregacnich funkci

m Priklad:

Evidence objednavek obchodniho retezce

m Order(ordernum, itemnum, quantity, purchaser,
vendor)

m [tem(itemnum, description, price)
» Shlukované indexy nad itemnum pro Order a ltem

Kazdych 5 minut se provadi dotazy:

m Celkova cena objednaneho zbozi jisteho vyrobce
(vendor).

m Celkova cena objednaneho zbozi nejakym
obchodem (purchaser).
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Optimalizace agregacnich funkci

m Dotazy:

s SELECT vendor, sum(quantity*price)
FROM order, item
WHERE order.itemnum = item.itemnum
GROUP BY vendor;

s SELECT purchaser, sum(guantity*price)
FROM order, item
WHERE order.itemnum = item.itemnum
GROUP BY purchaser;

Cena dotazu?
= — jSou drahe

PA152, Vlastislav Dohnal, FI MUNI, 2013 43



S
Optimalizace agregacnich funkci

m Jak zrychlit?

Definice pohledu?
= — hepomuze
Ukladat vysledky do pomocnych tabulek?

= — pomuze

PA152, Vlastislav Dohnal, FI MUNI, 2013
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Optimalizace agregacnich funkci

m Vytvorime tabulky
OrdersByVendor(vendor, amount)
OrdersByPurchaser(purchaser, amount)

m Tabulky se musi aktualizovat

Kdy aktualizovat?

m Po kazdé zmeéne order, popfr. item?
Realizovat pomoci triggeru (spousti)

m Periodicky po urcCitém case znovu vytvorit
Naklady na aktualizaci
» Musi byt menSi nez naklady na puvodni dotazy.
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" S
Ulozené (materializovane) pohledy

m VVysledek pohledu je ulozeny v tabulce

Automaticka aktualizace databazi

N Obvykle...
Pouziti i v dotazech, které dany pohled
nepouzivaji

» Optimalizator dotazu pfepisuje dotaz

PA152, Vlastislav Dohnal, FI MUNI, 2013 46
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Ulozené (materializovane) pohledy

m Napr. Oracle

CREATE MATERIALIZED VIEW
OrdersByVendor

BUILD IMMEDIATE REFRESH COMPLETE
ENABLE QUERY REWRITE

AS

SELECT vendor, sum(quantity*price) AS amount
FROM order, item

WHERE order.itemnum = item.itemnum

GROUP BY vendor;

PA152, Vlastislav Dohnal, FI MUNI, 2013 a7
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Ulozené (materializovane) pohledy

m Priklad
QUERY REWRITE

Dotaz:

s SELECT vendor, sum(quantity*price) AS amount
FROM order, item
WHERE order.itemnum = item.itemnum
AND vendor="Apple’
GROUP BY vendor;

m Pouzije se pohled OrdersByVendor

SELECT vendor, amount FROM OrdersByVendor
WHERE vendor="Apple’;
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I
Ulozené (materializovane) pohledy

m Priklad

SQLServer, implementovano pomoci triggeru

1m orders — 5 purchaser and 20 vendors

10k items

35000
30000
25000
20000
15000
10000
5000
0
-5000

gain with aggregate maintenance (%)

31900

-62.2

insert

. E

PA152, Vlastislav Dohnal, FI MUNI, 2013
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I
Databazove spouste (triggers)

m Spoust je ulozené procedura
Kod pouzivajici SQL pfikazy, provadény pfi
vyskytu nejaké udalosti.
m Udalosti:
DML - insert, update, delete
Casové (nebyva &asté)
DDL — definice tabulek, ...

PA152, Vlastislav Dohnal, FI MUNI, 2013

50



=
Databazove spouste (triggers)

m Nezavislé na aplikaci

Protoze jsou provadeny samotnym DB
serverem.

m Bez spousti musi byt vSe reseno aplikaci
m Prinaseji dodatecné naklady
Mohou vkladat do dalsich tabulek, ...

Spousteni omezovat podminkami

= Napr. pri aktualizaci ceny, pocCtu objednanych
polozek

= Ne pri aktualizaci popisu polozky, ...
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Globalni zmény
m VVytvoreni indexu
m /mena schéma
Viz dalsi prednaska
m Rozdeleni relaci
Viz dalsi prednaska
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e
Pouzivani indexu

m Mala tabulka
Indexy jsou vytvoreny
Presto nejsou pouzivany

m Priklad
predmet(kod, nazev, kredity)

SELECT COUNT(*) FROM predmet;
m Vysledek: 3

SELECT * FROM predmet
WHERE kod="MA102’;

m Pouzije se table-scan.
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" S
Vytvareni indexu

m Sekvencni Cteni tabulky (table scan / seq scan)
VSechny zaznamy jsou kontrolovany
— pomale
m Vytvoreni indexu (index scan)
Zrychli SELECT
Zpomali INSERT, UPDATE, DELETE

m Index se musi aktualizovat
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"
Vliv indexu na naklady

m Neplati:
Cim vice indexu, tim rychlejsi zpracovani!
m Teoreticky platné pouze pro SELECT.
m Kazdy index zpomaluje aktualizace

Nutné aktualizovat kromeé relace | index

Pozor:

m INSERT INTO tabulka SELECT ...
s DELETE FROM tabulka WHERE ...
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" B
Vliv indexu na naklady: priklad
m Relace

Starsin(movieTitle, movieYear, starName)

u Qmovies

SELECT movieTitle, movieYear FROM Starsin
WHERE starName=‘name’:

u Qstars

SELECT starName FROM Starsin
WHERE movieTitle="title’ AND movieYear=yeatr;

m |nsert
INSERT INTO Starsin VALUES (‘title’, year, ‘'name’);
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Vliv indexu na naklady: priklad
m Predpoklady:

B(Starsin) = 10 bloku
Kazdy herec hraje prumérné ve 3 filmech.
Kazdy film ma prumérné 3 hvézdy.
Relace neni nijak usporadana.
m Pokud je index, pak 3 Cteni z disku (3 zaznamy).

Prohledani indexu

m 1 Cteni
Aktualizace indexu

m 1 Cteni a 1 zapis bloku
Vkladani do relace

= 1 Cteni a 1 zapis bloku
T]. nehledame volny blok (jak s indexem, tak bez)
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"
Vliv indexu na naklady: priklad

m Pocty Cteni a zapisu pro jednotlivé situace
Pravdepodobnost provadéni operaci
u Qmovies:pb Qstars:pz’ Insert=1 - P1-P2

Akce Zadny Index Index Oba indexy
iIndex starName | movieTitle, movieYear
Qmovies 10 4 10 4
Qstars 10 10 4 4
Insert 2 4 4 6
Prim.| 2 +8p, +8p, | 4 +6p, 4 + 6p, 6 - 2p, - 2p,
naklady

m Situacel: p, =p, = 0.1 — bez index
m Situace2: p, = p, = 0.4 — oba indexy
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" A
Optimalizace indexu
1. Stanovit davku pfikazu
Tj. zpusob vytizeni
Analyzou logu zjistit typy dotazu a aktualizaci
a jejich cetnosti
2. Navrhnout ruzné indexy

Optimalizator nechat odhadnou cenu
vyhodnoceni davky pfikazu

Vybrat konfiguraci s nejmensi cenou
Vytvorit odpovidajici indexy
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Optimalizace indexu

m Ad bod 2

Mam sadu moznych indexu
Zacni bez indexu
Opakuj
s Pro kazdy navrhovany index, vypocitej cenu
m Vytvor index s nejvyssim vylepsenim ceny
pouzivej jej v dalSich iteracich
m Opakuj, dokud byl néjaky index vytvoren.

m Cely proces Ize delat i automaticky

MS AutoAdmin ( )
] M S I ndeX TU n I ng leard (S. Chaudhuri, V. Narasayya: An efficient, Cost-Driven Index Selection Tool for Microsoft
SQL Server. Proceedings of VLDB Conference, 1997) &. the beSt 10'year paper In 2007 I
Oracle 10g ( )
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"
Referencni integrita
m Vytvoreni ciziho kliCe neznamena index
na atributech
m Priklad v PostgreSQL (db.fi.muni.cz)
Hotel — primarni klic id
Room — primarni kliC id, cizi kli¢ hotel _id
= V(Room, hotel id) =6
m Dotazy (zajima nas vysledek EXPLAIN)

SELECT * FROM hotel WHERE id=2;
SELECT * FROM room WHERE hotel_id=2 AND number=1;
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" S
Referencni integrita

m Dotaz
SELECT * FROM room WHERE hotel_id=2 AND number=1;

m Bez indexu (vystup z EXPLAIN SELECT...)

Seq Scan on room (cost=0.00..8750.89 rows=105 width=22)
Filter: ((hotel_id = 2) AND (number = 1))

m Vytvorime index nad hotel _id
CREATE INDEX room_hotel_id_fkey ON room (hotel_id);

Bitmap Heap Scan on room (cost=974.87..5782.99 rows=105 width=22)
Recheck Cond: (hotel_id = 2)
Filter: (number = 1)
-> Bitmap Index Scan on room_hotel_id_fkey (cost=0.00..974.84 rows=52608 width=0)
Index Cond: (hotel_id = 2)
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"
Referencni integrita
m Cizi klice mohou velmi zpomalit i mazani

m Priklad:

DELETE FROM hotel WHERE 1d=500;
m Cizi klic v room odkazuje na tabulku hotel

m Pri mazani se musi v tabulce room kontrolovat
pfitomnost zaznamu hotel id=500

m Doporuceni
Vytvaret na cizich kliCich indexy
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BN
Index s reverznim klicem

m Specialita Oracle

m ZvysSeni pruchodnosti indexu
pocet vkladani / aktualizaci za Cas

m |dea:
Hodnoty klice v indexu pouzivat reverzne

— hodnoty ze sekvenci jsou rozptyleny
m Napr. 12345 a 12346 — 54321 a 64321

— nizSi kolize pri soubezné aktualizaci indexu

m CREATE INDEX idx ON tab(attr) REVERSE;
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" A
Globalni zmeny
m Vytvoreni indexu
m /mena schéma
Viz dalsi prednaska
m Rozdeleni relaci
Viz dalsi prednaska
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